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How did I get here?

“What is the scope of the talks?Can I just create something
entertaining and stats related? Or do I need to give a research
seminar? Perhaps both?” – Me

“The “both” option sounds really good. ” – Thomas

2



Meanwhile, in hotel quarantine....
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Greetings from Australia...
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So, what is this talk about?

I Conceptual introduction to “advanced” Monte Carlo
methods.

I Show off a few seemingly magic things.

I A sneaky way to include some of my research.

I Focus is on “ideas”, not technicalities, very “big picture”.

I Plan: (1) Show the basic idea, then (2) show developments.

I My Goal: Get you interested.
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About Me

I I am interested in a lot of things, but a big part of that is
Monte Carlo methods — simulating random things to solve
problems.

I Advanced methods involve ideas from Statistics, Machine
Learning, and Probability Theory.

I They are also used to solve problems in those fields!
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A History Lesson
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Monte Carlo in a Nutshell
I Integration is everywhere. It is also often impossible to do

by hand.

I We can approximately solve integration problems via
Monte Carlo simulation so long as the integral takes the form
(or can be rewritten in the form)

Eµ ϕ(X) =

∫
ϕ(x)µ(x)dx

where µ is some probability distribution.

I Trick: Approximate the integral with a sum

Eµ ϕ(X) ≈ 1

N

∑
ϕ(Xk), X1, . . . ,XN ∼ µ.

I We are just replacing a real distribution with an empirical
distribution when integrating.

I More samples means better estimates (variance scales as n−1

for n samples).
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Integration by Darts

Figure: The white lines represent the contours of the density µ, and the
colored background is a heat map of the function ϕ.
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A Quote

“Monte Carlo is an extremely bad method; it should be used only
when all alternative methods are worse.” — Alan Sokal
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Advanced Monte Carlo in a Nutshell

I Life isn’t always that simple!
I Simulations may be very expensive / variance may be

extremely high.

I Simulating from µ might not even be possible!

11



Rare Events

I Probabilities are just a special type of integral

Pµ(A) =

∫
A
µ(x)dx = Eµ [I{X ∈ A}] .

I When the probability of an event is very small, estimation
becomes challenging.
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Bayesian Statistics - A Monte Carlo Dream/Nightmare
I After observing data, all beliefs about a parameter θ are

contained in a probability distribution called the posterior

p(θ|y) ∝ p(θ)︸︷︷︸
Prior

p(y|θ)︸ ︷︷ ︸
Likelihood

.

I The posterior quantifies all uncertainty (in both
parameters/predictions).

I The normalizing constant, called the model evidence, is
unknown but equal to

Z =

∫
p(θ)p(y|θ)dθ.

Beyond a few dimensions, p(y|θ) becomes very concentrated
in rare regions of p(θ).

I Approximate Bayesian Computation: Typically reduces to
a Rare Event Problem.

I Latent variables make things even more complicated.
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Tough problems need more sophisticated
techniques...
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#1 — Rigging the Dice (Importance
Sampling)
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Importance Sampling

I For suitable ν, we can “multiply by one”1:

Eµϕ(X) =

∫
ϕ(x)µ(x)dx

=

∫
ϕ(x)µ(x)

ν(x)

ν(x)
dx

= Eν
[
ϕ(X)

µ(X)

ν(X)

]
.

I Now a different Mont Carlo problem involving simulations
from ν!

I Choosing a good ν is an art-form:
I Adaptive Methods based on Pilot Runs (e.g., Cross-Entropy

Method)
I Using Problem Structure (e.g., Theory of Large Deviations)

1technically, this is invoking the Radon-Nikodym theorem which holds
provided µ � ν, but we won’t dwell on such things!
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Sums of Dependent Lognormals
I Let X = (X1, . . . , Xd) ∼ N (µ,Σ)
I Y = (expX1, . . . , expXd) is a dependent multivariate

lognormal.
I Then, S =

∑d
k=1 Yk has a sum of dependent lognormals

distribution. (Important in Wireless Communications,
Finance, etc.)

I We2 develop efficient importance sampling methods to
estimate

P

(∑
k

Yk ≤ γ

)
, and P

(∑
k

Yk ≥ γ

)
.

when γ is sufficiently small/large to make the events rare.
I With 105 samples, we estimated event of probability 10−25

with confidence intervals as narrow as(
0.98 · 10−25, 1.02 · 10−25

)
.

2Botev, Z.I., Salomone, R., Mackinlay, D. (2019), Fast and accurate
computation of the distribution of sums of dependent log-normals
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Fun with Stocks...
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Another Approach: Rare Event Sequential Monte Carlo

I Suppose that we can place the rare event A inside a sequence
of nested events, each progressively rarer.

A0 = Ω ⊃ A1 ⊃ A2 ⊃ · · · ⊃ AT = A.

I By the product rule of probability

P(X ∈ A) = P(X ∈ A1)P(X ∈ A2|X ∈ A1)

· · ·P(X ∈ AT |X ∈ AT−1).

I Choose the {Ak} so each intermediate probability is not
rare.

I Use samples in the intermediate regions to generate more
samples in those regions via a special “move” step.
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Let’s see it in action!

https://pat-laub.github.io/rare-events/slides/L3_SMC.

slides.html#/

20

https://pat-laub.github.io/rare-events/slides/L3_SMC.slides.html##/
https://pat-laub.github.io/rare-events/slides/L3_SMC.slides.html##/


What’s really going on?
I Deceptively simple, but rare-event SMC is actually a

complicated form of (sequential, interacting) importance
sampling!

I The probability of interest is actually the normalizing constant
of the distribution µ conditional on A occuring.

π(x) =
µ(x)I{x ∈ A}
Pµ(X ∈ A)

I More generally, can use similar ideas to estimate any
normalizing constants (SMC Samplers).

I If you estimate a normalizing constant of π, as a byproduct
you can also estimate

Eπ[ϕ(X)] =
Eµ
[
ϕ(X)π(X)

µ(X)

]
Eµ
[
π(X)
µ(X)

] .
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Nested Sampling via Sequential Monte Carlo

I We3 modify the ideas behind rare-event sequential Monte
Carlo to sample in a way that “hones in” on larger values of
ϕ:

Eµ[ϕ(X)] =

T∑
k=1

Eµ[ϕ(X)I{lk ≤ ϕ(X) < lk+1}]

3Salomone, R., South, L.F., Drovandi, C.C., and Kroese, D.P. Unbiased
and Consistent Nested Sampling via Sequential Monte Carlo.
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I Simple, but most interesting because it is a vastly improved
variant of a popular method called Nested Sampling.
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#2 — Making Variance Dissappear
(Control Variates)
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A (Variance) Disappearing Act: Control Variates
I Importance sampling is multiplying by a smart “one”, Control

variates is adding a smart “zero”.

I Choosing another function f , we can write

Eµϕ(X) = Eµϕ(X)− α (Eµf(X)− Eµf(X))

= Eµ[ϕ(X)− αf(X)] + αEµf(X)

I Now, suppose that we know C = Eµf(X). Now we only need
to estimate the integral of the difference.

αC +
1

N

N∑
k=1

(
ϕ(Xk)− αf(Xk)

)
I Set f = ϕ and α = 1 and you get zero variance! (this requires

you to know the answer though)

I Otherwise, obtaining the optimal α is just a matter of
Linear Regression!
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Control Variates “for free”

I Stein Operator for µ:

Aµf = g

with the property that

E[Aµf(X)] = 0⇐⇒X ∼ µ.

I Non-parametric regression (Control Functionals): Uses the
above idea to construct zero-mean (under µ) kernel functions
s.t.

Eµ×µ[kµ(X,Y )] = 0

I We4 provide a general theory of how to construct these
kernels (and operators) on arbitrary, possibly infinite
dimensional (Polish) spaces.

4Hodgkinson, L., Salomone, R., and Roosta, F., The reproducing Stein
kernel approach for post-hoc corrected sampling
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# 3 — Overcoming Intractability (Modern
Sampling Algorithms)
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Markov Chain Monte Carlo
I Standard Approach: Simulate a process such that as k →∞,

the distribution of Xk goes to µ.

http://chi-feng.github.io/mcmc-demo/
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21st Century MCMC

I Focus has been on two things:

1. Scaling to high dimensions, where convergence is slower for
“standard” MCMC methods.

2. Scaling to big datasets, where the likelihood p(y|θ) becomes
more expensive to evaluate. The most accurate is
“Subsampling MCMC” by Quiroz et al.

I Achieving this usually requires some “cheating”, but the end
result is that answers obtained in reasonable time may be
better than those obtained otherwise.
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High Dimensions

I Designing algorithms that insist {Xk} converges to µ often
means it gets there slower (and behaves worse in high
dimensions).

I Recent Research: Find some {Xk} which converges to ν ≈ µ
but very quickly (asymptotically biased, but
non-asymptotically perform well.).

I Virtually all methods are based on numerical approximation of
Stochastic Differential equations (SDEs) that converge to µ.

I We5 investigate implicit Langevin schemes

Xt+1 = Xt+
h

2
(1−θ)∇ logµ(Xt)+

h

2
θ∇ logµ(Xt+1)+

√
hZt

and obtain nice theory (2-Wasserstein bounds, Central Limit
Theorems, large step size stability, etc.).

5Hodgkinson, L., Salomone,R., and Roosta, F., Implicit Langevin
Algorithms for Sampling From Log-concave Densities.
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Implicit Langevin Alorithm
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Bayesian Big Data
I There are a number of approaches that allow for

“subsampling” data to speed things up at the cost of a biased
posterior.

I All require the log-likelihood decompose as a sum

log(y|θ) =

N∑
k=1

log(yk|θ).

I This isn’t the case for time series, where in general
(Gaussian Processes) likelihood evaluation scales as O(n3).

I We6 transform the data so it is (asymptotically)
independent and has known distribution (likelihood) for
its transformed form.

I We “cheat” with an approximate (Whittle) likelihood and a
perturbed posterior

6Salomone R., Quiroz, M., Kohn, R., Villani, M., and Tran, M.N., Spectral
Subsampling MCMC for Stationary Time Series
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#4 — Final Act: Distributional Alchemy
(The Stein Correction)
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Research Question

I Is it possible to simulate {Xk} that converges to some ν 6= µ,
with subsampling, and (somehow) choose w1, . . . , wN so that

N∑
k=1

wkϕ(xk)→(N→∞) Eµϕ(X) ?
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The answer is yes, on any Polish space!7

7Hodgkinson, L., Salomone, R., and Roosta, F., The reproducing Stein
kernel approach for post-hoc corrected sampling
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Thankyou!

37


